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Abstract

When calling an image before the mind’s eye, people often do not include basic properties

of the mental scene. For example, when imagining a person knocking a ball off a table, people

may neglect to consider the color of the ball. This “non-commitment” in imagery has been

part of ongoing debates on the nature of mental imagery in philosophy and cognitive science,

but the central question of its origin remains open. It is possible that this lack of detail in the

imagination reflects actual non-commitment, as one constructs a hierarchical mental scene. But

it is also possible that people do form highly detailed mental images, but fail to notice, encode,

or recall properties of the image, for the same reasons that they do not notice, encode, or

recall details of real scenes in direct perception. We tested these contrasting hypotheses across

three experiments (N=3,895 total). First, we compared non-commitment patterns in mental

imagery with the details that participants failed to notice in briefly presented real images.

We found no correlation between properties that were non-committed to in the imagination,

and those missed under rapid perception, indicating that non-commitment does not simply

arise from perceptual noise. Next, we examined the temporal unfolding of mental imagery,

and found consistent evidence of a hierarchical pattern: core entities and spatial relations,

then physical properties, then surface details like color and texture. Attempts to interrupt or

constrain scene construction did not change the hierarchical ordering. We suggest the results

support a hierarchical partial-scene construction account of mental imagery.
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Introduction

Please imagine the following, as vividly as you can:

“Dropping something next to another thing.”

Hold the image in your mind for a few moments, then read on.

Did you imagine what thing was dropped? Did you see the movement and flow of the objects?

How about the color of the thing being dropped? Did you imagine a surface or floor that supported

the things? Was there someone doing the dropping?

If you are like most people, you probably answered “yes” to some of these questions, and “no”

to others. Moreover, if you are like most people, you probably had the sense that some things were

imagined before others. Rather than the whole scene coming to life like a fade-in, perhaps you had

the overall sense of how a thing was dropped, before you knew which thing was dropped.

The imagination is often likened to a painting in the mind’s eye, with people varying in the

amount of detail and vividness of their mental images 1. Yet if the imagination is like a painter

who paints before the mind’s eye, it seems to be a painter who leaves basic things out: By their

self-report, people seem to leave out details in mental images that should be readily apparent in

real images (Bigelow et al., 2023).

Why do some basic properties seem to be undefined or nonexistent in imagined scenes? It is

possible that imagined scenes are actually rich and detailed when created, but that basic properties

are then neglected in the same way that perceptual properties are overlooked in real images, due to

lapses in attention or memory. But it is possible that these properties and aspects were never there

to begin with (see Figure 1).

The question of whether some basic properties are truly missing in mental scenes and only filled

in on demand, or actually fully imagined to begin with and only later forgotten, is a fundamental

matter for mental imagery. In this paper, we propose that the absence of basic details in mental

imagery is driven by true non-commitment in a hierarchical scene construction mechanism, rather

than being an artifact of perceptual noise or inattention. We empirically test this idea by comparing

the details that people omit in the imagination, to the details that people overlook in the brief

perception of real scenes, and also by examining the temporal unfolding of scene properties during

1Cf. Plato: ‘in our souls (there is) a block of wax, in one case larger, in another smaller, in one case the wax is
purer, in another more impure and harder, in some cases softer.’

2
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forgetting, etc.

Hypothesis 1: 
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Partial Construction
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Figure 1: What drives lack of commitment to some properties in the imagination? In percep-
tion (Left), various details of a scene may be missed due to a variety of processes, such as failures
of encoding or retrieval. In the imagination (Right), it may be that people render fully-detailed
scenes, which are then subject to the same processes that lead to a lack of detail in perception
(Hypothesis 1). But, it may be that – in addition to perceptual-like processes – people simply do
not generate certain details of the scene to begin with (Hypothesis 2).

imagination.

Before detailing our studies and findings, we situate them more broadly in the context of men-

tal imagery, the imagery debate, perceptual inattention, and the recent empirical work on non-

commitment in the imagination.

Mental imagery – our ability to “see” with the mind’s eye in the absence of direct perceptual

input – has been a topic of much debate in philosophy, psychology, and neuroscience. At the risk of
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oversimplification, within this broad debate there are several main camps. Of these, one camp holds

a depictive view: mental images have picture-like properties, recruiting analog representations that

share an architecture and format with sensory experience, and enabling quasi-perceptual operations

(e.g. Kosslyn, 1996, 2006; Pearson, 2019). A different camp holds a propositional view: mental

imagery is better understood as existing in a language-like format, lacking any truly functional

pictorial characteristics (e.g., Dennett, 2002; Pylyshyn, 2002). There are other camps besides these

two. Various views argue for different mixtures of the depictive/propositional formats, or reject the

dichotomy as not empirically or theoretically useful (e.g., see for example the replies in Pylyshyn,

2002). Different camps have marshaled diverse sources of evidence, including behavioral tasks,

subjective reports, theoretical and computational frameworks, and neuroimaging data, leading to a

wide range of models of imagery.

We do not propose to definitively adjudicate between the different camps of the imagery de-

bate. Our focus is instead on the fact that within the general context of this argument, researchers

in cognitive science and philosophy have observed the phenomena of “non-commitment” in the

imagination (though not necessarily under that specific term). Philosophers have noted that it is of

interest that people can imagine scenes without committing to their basic details, like imagining

a striped tiger without knowing how many stripes it has, or a purple cow without knowing what

shade of purple it is (Shorter, 1952; Dennett, 1986; Dennett and Dennett, 1993). In cognitive sci-

ence, such examples were marshaled to argue images are not picture-like (Pylyshyn, 1978, 2002).

After all, the argument goes, if imagining a striped tiger is like seeing a striped tiger, one should

be able to count the stripes.

Defenders of the pictorial view have countered that non-commitment does not rule out a de-

pictive format Kosslyn 2006. The counter-argument points to the fact that visual perception is also

incomplete and inexact, that memory is faulty, and that attention is limited. All of these, working

together or separately, can lead us to overlook basic details in a scene (Figure 1, left). Failing to

specify certain features in an imagined scene simply parallels the selective nature of seeing or re-

membering. Just as it might be difficult to count the real dots on a complex textured ceiling, so too

it may be challenging for mental imagery to retain or process details of a fully rendered image. To

be more exact: decades-long research in vision highlights how people routinely fail to register or

recall details from scenes. Classic work on inattentional blindness Mack and Rock (1998); Mack
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(2003) demonstrates that highly salient events can go unnoticed if attention is directed elsewhere;

Change blindness studies reveal that observers can miss large alterations in a visual display across

brief interruptions (Rensink et al., 1997; Simons, 2000); Attentional blink paradigms show that

when two targets appear in quick succession, the second is often not perceived at all (Raymond

et al., 1992). These phenomena underscore that perception is far from a full comprehension of the

environment: Noise, limited attentional capacity, and rapid decay of visual information all conspire

to create a selectively sparse representation of what is “seen” (Most et al., 2001). Even under ideal

viewing conditions, people regularly miss details of a scene. So, it may be the case that people

create rich, detailed images that share their format, architecture, and level of detail with perception,

and then simply fail to attend to the details of those images (Figure 1, middle).

Does neuroscience help to settle the issue of non-commitment? While neuroscience has con-

tributed greatly to research into mental imagery, current findings seem to accommodate both views.

In cognitive neuroscience, a long-established view is that mental imagery operates as a kind of

“perception in reverse”: it recruits neural mechanisms and cortical pathways associated with vi-

sual perception, but driven by top-down signals rather than immediate sensory input (Kosslyn et al.,

2001; Pearson and Westbrook, 2015). Early visual areas (or other sensory areas) become activated

during imagery, yet the impetus for this activation comes from higher-level brain regions generat-

ing an internal model of what would otherwise be incoming stimuli (Albers et al., 2013; Ishai et al.,

2000). In this sense, imagery travels backward along the visual processing hierarchy, effectively

re-creating a semblance of perceptual experience. Importantly, this backward flow is subject to

noise, cognitive constraints, and individual differences in vividness. But, it remains unclear how

one should view non-commitment in this framework. It is possible that non-commitment reflects

a lack of activation of relevant details along the top-down pathway (“true” non-commitment, in

that one does not know the color of the ball in an imagined scene because this detail was never

recruited to begin with, as in Figure 1 right). Alternatively, perhaps because imagery shares con-

siderable overlap with actual perception circuits, it is inherently shaped by attentional priorities,

expectations, and stored knowledge – leading to similar attentional blind spots or noise limitations

as perception (Figure 1, middle). That is, it is possible a scene is fully rendered in the early sensory

areas, details are omitted just like they are for perception (e.g., while the imagined scene included

a red ball, this detail was not attended to, or not retained).
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Despite its importance for how the imagination may be organized and its role in the imagery

debate, non-commitment in imagery was only recently studied empirically and at scale (Bigelow

et al., 2023). This work found that participants spontaneously fail to commit to many simple prop-

erties of various imagined scenes, properties that should be readily in real perception (e.g., color,

clothing, shapes). This non-commitment was only weakly correlated (if at all) with the vividness

of a participant’s imagination. Non-commitment was also not uniform – some properties were con-

sistently more likely across participants and scenes to be “non-committed”. Also, speaking to the

difficulty of using self-report measures, participants seemed to readily confabulate post-hoc details

about the scene in a way that could lead to the impression that they imagined rich, detailed mental

scenes to begin with. While an important step towards empirically addressing non-commitment

in the imagination, that work still leaves open several key questions. Specifically, it remains an

open question whether seeming non-commitment is different from perceptual inattentiveness and

failures of retrieval, or whether it arises from a actual lack of instantiating certain details in the

imagination to begin with. The previous work also does not directly address why some properties

are more likely to be committed to than others, or how this process proceeds hierarchically, and

over time.

Our present work tackles several of the major open questions about non-commitment head-

on. We hypothesize that non-commitment in the imagination goes beyond perceptual lapses. We

conducted a series of behavioral studies designed to compare the details people omit in purely

imagined scenes, with the details that they fail to notice in brief perception conditions.

To foreshadow the results of our first two experiments, the data supports the view that non-

commitment is driven by non-perceptual processes. Non-commitment in mental imagery disso-

ciates from perceptual attention failures: the properties omitted when imagining a scene do not

systematically match those overlooked when participants briefly view the similar scenes in reality.

This leads to the second open question: What distinct constructive process is involved in non-

commitment, and why are some properties more likely to be committed to than others? To help

answer this question, we take inspiration from computer graphics: When engineers construct

computer-based scenes for the purposes of real-time simulation, they often go through a hierar-

chical process (see e.g. Gregory, 2018). Rather than painting pixels one by one, a scene is first

constructed by importing necessary object assets, and creating a spatial skeleton of the scene lay-
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out. Then, more refined shapes and details are filled in. Finally, when the scene is ready for

production, a separate computational operation graphically renders the scene, filling in a pixel-

based representation of what the scene looks like to a camera placed in a particular position, under

specific lighting conditions. Indeed, the software that underlies real-time simulation in games and

animation has been proposed as broadly equivalent to the way that human mental physical reason-

ing works (e.g. Hamrick et al., 2011; Battaglia et al., 2013; Ullman et al., 2017; Lake et al., 2017),

using similar constraints and workarounds (Li et al., 2023b; Balaban and Ullman, 2025a; Balaban

et al., 2024; Bass et al., 2021; Balaban and Ullman, 2025b).

We propose that non-commitment stems from a hierarchical scene construction mechanism

that preferentially represents essential entities, spatial layouts, and basic physical relations, before

proceeding to finer-grained surface details. This mechanism aligns with proposals in visual cogni-

tion that suggest humans build up scene representations in layers, guided by top-down goals and

resource constraints (e.g., Mechelli et al., 2004; Stokes et al., 2009; Dijkstra et al., 2019; Griffiths

et al., 2015), and is in line with previous work in mental imagery research, including the broad

proposal that sees imagery as “perception in reverse” (Kosslyn and Shwartz, 1977; Kosslyn, 1980;

Pearson and Westbrook, 2015, e.g.). Neuroscience evidence showed early visual cortex activation

during imagination (Kosslyn and Thompson, 2003; Albers et al., 2013; Bergmann et al., 2016;

Pearson, 2019; Senden et al., 2019). Additionally, the hippocampus was suggested as the locus of

the “director” underlying scene construction (Hassabis and Maguire, 2009). We hypothesize that

as scene construction proceeds from the top of the hierarchy, certain properties and variables can

be left “open”, undefined or unevaluated, and do not reach rendering.

Our last experiment examined this proposal of hierarchical scene construction by specifically

focusing on the temporal progression of properties. We asked participants to imagine abstract

scenes, and interrupted their imagination at various time points, before they were asked to report

the order of which different scene properties emerged. The idea was to stop people at different

points in their scene construction process, which would lead to varying levels of commitment on

specific properties. Although we did not find an effect of time, our data showed a robust pattern

of a hierarchical progression: participants consistently commit to spatial and identity attributes

first, with finer details often left unfilled. This is in line with the general idea that mental im-

agery involves hierarchical structuring, but further enriches it by showing how the hierarchy might
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progress, omit, or skip properties. By positing that features like color or texture might remain

uncommitted unless specifically probed or needed, we offer a principled account of why people

systematically omit certain details in mental imagery.

Experiment 1: Perception vs. Imagination

We examined whether the report of unimagined properties is due to detailed scene-construction

followed by perceptual-like inattentiveness (Figure 1, Hypothesis 1), or due to certain properties

not being generated at all (Figure 1, Hypothesis 2). Hypothesis 1 predicts that there should be a

tight correlation between the properties that are not noticed or forgotten in perception, and those

that are reported as not imagined. Hypothesis 2 does not make such a prediction. Given this, we

compared people’s reports of various properties for various scenes, in both direct perception, and

in the imagination.

Does the image 
match the text?

“A person walks into a 
room and knocks a 

ball off a table.”

Did you notice the 
color of the ball?

Imagine:

“A person 
walks into a 
room and 
knocks a ball 
off a table.”1000ms

Yes

No

Yes
No

Did you notice …?

Was the color of 
the ball part of your 
mental imagery?

Was the …?

Yes
No

Validation (N=30) Perception (N=1041) Imagination (N=1000)

Journal
Exp 1

Experiment 1 Prior Data

Figure 2: Experiment 1, Procedure: Comparing brief visual perception with imagination. In
an initial validation study, participants rated whether each generated image accurately matches a
scene description. The images with the highest scores were used in subsequent parts of the study.
The “Perception” part asked a different group of participants to observe a (validated) image for 1
second, before answering whether they noticed certain properties. The “Imagination” part of the
study relies on data taken from prior work (Bigelow et al., 2023), resulting from participants being
asked to imagine a scene as vividly as possible, then reporting on the same properties as in the
“Perception” part.
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Method

Stimuli

We used 5 different scenes previously used to study non-commitment in the imagination (Bigelow

et al., 2023), corresponding to the following text descriptions:

1. A person walks into a room and knocks a ball off a table.

2. A person walks down a supermarket aisle and puts a piece of fruit in their bag.

3. A person walks up to a zoo cage and offers an animal a treat.

4. A person walks into a room and lights a candle in a candle holder.

5. A person stops at a bench and takes off their shoe.

For each scene, we created AI-generated images using DALL-E 3 (Betker et al., 2023)2 and the

text description for each scene in the prior study of non-commitment (Bigelow et al., 2023). A total

of 75 candidate images were created (15 images for each scene). We validated with participants

whether the image matches the text, and kept the ones that were highly agreed upon (see the 25

selected images in Supplementary Information). Then, independent groups of participants either

viewed the validated image and reported on its properties (Perception), or imagined the scene and

reported on its properties (Imagination).

Procedure

In the preliminary validation part of the study (Figure 2, left), participants were shown 75 trials

of image-text pair (i.e., the AI-generated image paired with its associated scene prompt). For each

pair, participants were asked whether the image accurately matches the text, and could provide an

optional comment. Participants had 2 practice trials during the instruction phase. The trial order

was randomized across participants. For every scene, the top 5 most accurate images from this

validation were used in the following perception experiment (i.e. 25 validated images in total).

In the main perception part of the study, new participants were recruited, and each participant

was randomly assigned to one of the 5 scenes (Figure 2, middle). Participants were told that
2This model may continue to evolve while maintaining the same title, we used the January 2024 version.
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their task was to pay close attention and observe an image for only 1 second, and then report

honestly about the details of the image. Participants were instructed that there were no right or

wrong answers to the questions, and went through 2 practice trials. In the main study, participants

were briefly shown a random image selected from the 5 validated images of the scene for 1000ms.

Immediately afterwards, they were automatically directed to the reporting page, where participants

were asked whether or not they noticed a set of properties on the image (presented in random

order). The properties mirrored those used in prior work on imagination (Bigelow et al., 2023).

At the end of the experiment, participants completed check questions and an optional demo-

graphics questionnaire asking for their age and gender. We excluded data from participants who

failed to answer any of the comprehension check questions correctly (“Please briefly describe your

task in this study.”, “Please write down one of the questions you were asked during the main

study.”, “What is the color of the sky?”, “What is 3+2?”).

The imagination part of the study was from prior work (Bigelow et al., 2023). Participants

were asked to read a text prompt that described a given scene, and then imagine the scene as

vividly as they could (with unlimited time). Then, they were asked to report whether or not a set

of properties was part of their mental image.

Participants

All participants were U.S.-based desktop users on Prolific, and had at least an approval rate of 95%

and 100 prior submissions.

We recruited 30 participants for the Validation experiment. The main completion time was 25

minutes, and the median was 17 minutes. Participants were reimbursed for $5 (about $12/hour) for

their time. Participants’ mean age was 39.4, and the median was 37.0. 17 participants identified

as female, and 10 as male, and 1 preferred to not say. All participants passed the attention and

comprehension checks.

We recruited 1041 participants (∼ 200 per scene) for the main Perception experiment, follow-

ing the sample size from prior work (Imagination). The mean completion time was 4.61 minutes,

median was 3.65 minutes. Participants were reimbursed for $1 upon completion (about $15/hour).

Participants’ mean age was 39.6, the median was 37. 543 participants identified as female, 467

as male, 22 as non-binary/third gender, 3 preferred not to say, and 6 participants did not respond.
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After applying the exclusion criteria, data from 1020 participants remained for analysis.

Results

We compared the data we collected from the Perception part of the study to existing Imagination

data from prior work (Bigelow et al., 2023). If participants generate full mental images during

imagination but fail to report all details, there should be a strong correlation between properties

not committed to in imagination and properties not noticed during brief perception. We computed

the percentage of participants who reported “No, I did not notice that” for each property, and

correlated with the percentage of participants who reported “No, it was not part of my mental

image” in prior work’s imagination experiment.

As shown in Figure 3, aggregating across scenes, there was no significant correlation between

the reporting of properties in Perception and in Imagination (p = 0.17, R2 = 0.043). When

examining the scenes individually, four of the five scenes showed no correlation, and one showed

only a modest correlation (p = 0.038, R = 0.48).

Journal
Exp1

Ball Supermarket Zoo Candle Shoe

Non-commitment in imagery does not correlate with non-noticing in perception.

Figure 3: Experiment 1, Results: The proportion of participants reporting not noticing a
given property in brief perception (y-axis) versus the proportion of participants reporting non-
commitment to the same property in imagination (x-axis).
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The weak-to-no-correlation results speak against Hypothesis 1, indicating that the properties

people do not commit to in the imagination are not the same ones they fail to notice in brief

perception. This strengthens the suggestion that non-commitment is not driven by perceptual-like

rendering followed by perceptual-like encoding, retention, or retrieval failures.

While the results generally support Hypothesis 2 (Figure 1), the experimental design leaves

open another possibility. In the Imagination condition, people were given a text prompt that de-

scribed a given scene. In the Perception condition, people were shown an image without the

associated text. While the images were validated independently as corresponding to the text, it is

possible that the use of certain language (e.g., “ball”, “person”) primed people to pay attention to

some details or objects and not others. In other words, it is theoretically possible that in brief visual

perception people may freely attend to items that grab attention in a way that differs from where

there attention would focus when given a text-based description of the scene. The next experiment

tested this confound by providing a textual prompt of the scene in the Perception condition before

participants viewed the image.

Experiment 2: Controlling for Prompt-Based Attention

To address the possibility that the text-based prompt used in Imagination condition focused their

attention in a different way compared to the more free-form viewing of the Perception condition

in Experiment 1, we ran another study. Experiment 2 repeated the set-up of Experiment 1, but

used a text-based prompt prior to showing the image stimuli in the Perception condition. Beyond

addressing the outstanding concern about text-driven attention priming, this experiment also serves

broadly as a replication of Experiment 1.

Method

Stimuli

The same 25 validated images as in Experiment 1 were used in this experiment. Every image was

paired with a text prompt depicting the scene. We adopted the exact text prompts from prior work.
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You will see:
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knocks a ball 
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Experiment 2: Perception (Control)
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1000ms

Yes
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Experiment 1: Perception

Did you notice the 
color of the ball?

1000ms

Yes
No

Did you notice …?

Journal
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Figure 4: Experiment 2, Procedure: Controlling for potential attention-based priming effects
due to text. Experiment 2 repeated the procedure of Experiment 1, but with additional text dis-
played before the presentation of images in the “Perception” part. The text corresponded to the
same text given to people in the “Imagination” part of the study.

Procedure

Participants went through the same instructions and practice as in Experiment 1. In addition, they

were informed about the content of the image prior to observing the image (e.g., “On the next page,

you will see an image of ‘A person walks into a room and knocks a ball off a table”’), displayed

in highlighted text. Participants again had 1000ms to view the image, then were automatically

directed to the reporting page, where they were asked the same list of properties about the image.

The rest of the procedures was identical to Experiment 1.

Participants

To match the sample size from the previous experiment, we recruited 1004 participants on Prolific.

The mean completion time was 5.08 minutes, and the median was 4 minutes. Participants were

reimbursed with $1 upon completing the experiment (around $15/hour). The mean age was 40.0,

the median was 37; 489 participants identified as female, 489 as male, 20 as non-binary/third

gender, and 2 preferred not to say. After applying the exclusion criteria, data from 994 participants

remained for analysis.

Results

As in Experiment 1, we found no significant correlation between non-commitment patterns in

Imagination and unnoticed details in Perception (p = 0.17, R2 = 0.044, Figure 5). Breaking
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Non-commitment in imagery does not correlate with non-noticing in perception, after accounting for prompt-based attention.

Figure 5: Experiment 2, Results: The proportion of participants reporting not noticing a
given property in brief perception (y-axis) versus the proportion of participants reporting non-
commitment to the same property in imagination (x-axis).

it down by scenes, again, four out of the five scenes showed no correlation, and only one scene

showed a moderate correlation (p = 0.030, R = 0.51).

The weak-to-no-correlation results replicate the overall findings of Experiment 1, and speak

against Hypothesis 1 (Figure 1). Attention directed by a text prompt did not appear to be the

source of the difference between perception and imagination inattention, which strengthens the

idea that failing to report details in imagination is not explained by perceptual or attentional lapses

alone. The results suggest that a lack of detail in the imagination is driven by people not encoding

certain properties in the first place during scene construction. This raises the question of how this

process proceeds, and why some properties are more likely to be committed to compared to others.

We turn to this in our next experiment.
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Experiment 3: Hierarchical Scene Construction in Imagination

Experiments 1 and 2 suggest that the lack of commitment in the imagination is not due simply to

perceptual-based processes. This is in line with the proposal in (Bigelow et al., 2023), that people

report some properties as not being part of their imagined scenes because they were not thought

of to begin with. This leaves open the question of why some properties are more likely to be

committed to. We build on the proposal that mental imagery uses a hierarchical scene construction

process, similar to how game engines create a scene by progressing from abstract entity and spatial

physical skeleton, to finer-grained rendering details. We examined this hypothesis through the lens

of non-commitment and the temporal progression of properties in the imagination process.

In this experiment, we asked participants to imagine an abstract scene for varying amounts of

time, and report whether certain properties were in their imagery, and if so, how early they showed

up in their imagination. We expect that the ordering that people report follows the hierarchical

scene construction process: Identity and spatial physical properties appear before color and mate-

rial details. Additionally, we expected to be able to stop the scene construction process at varying

points, and observe varying levels of commitment to the properties under different times allotted

for the imagination (e.g., surface features might show an increasing level of commitment when

more time was given to construct and render the scene).

“Create your mental 
imagery in this box:

Dropping something 
next to another thing”

“STOP imagining!”

Yes (rank) No

Object 2 color

Person

Object 1 size Relative location Object 1 trajectory

Object 1 type

Object 1 color Object 1 material

Object 2 type

Was the following part of your mental image?

Part 1: Imagine Part 2: Report

Object 1 size

Journal
Exp3

Figure 6: Experiment 3, Procedure: Participants were asked to imagine an abstract scene for
a short time before they were interrupted. Next, participants were asked to choose and rank the
properties of their mental image.
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Method

Stimuli

Departing from the previous studies, and motivated by the action recognition literature in AI (Goyal

et al., 2017; Mahdisoltani et al., 2018), we used more abstract descriptions as our scene prompt.

The idea was to leave open many details as unspecified, and let mental scene construction naturally

fill them in. The scene prompts we used include:

1. Dropping something next to another thing.

2. Pushing something with another thing.

3. Pulling something out of another thing.

For every scene, we asked 9 properties which are organized into categories: (1) Identity (i.e. what

type of object is it); (2) Spatial/Physical (e.g., relative location, size of objects, trajectory or move-

ment); (3) Surface features (e.g., color, material of object); and (4) Person/Table/Floor (i.e. ex-

ploratory features of whether a non-essential entity exists in the scene). Participants did not see

which category each property belong to. The properties are randomly shuffled for every participant.

Procedure

After the consent, participants viewed the instructions and practiced with the drag-and-rank re-

sponse interface. In the main study (Figure 6), participants listened to an audio clip describing one

of the abstract scenes and were given one of the four time intervals to imagine the scene: 250ms,

500ms, 1000ms, or 2000ms. The audio asked participants to imagine the scene as vividly as they

can and create their mental image in the rectangular box on the screen. After the time elapsed, an

interruption (visual scramble noise pattern in the rectangular box and the audio “stop imagining”)

redirected them to the reporting page, where they had to decide whether or not each property was

part of their mental image. For the properties that were part of their mental image, participants

were asked to drag and rank them according to how early the properties showed up in their imag-

ination. Participants who did not pass the practice or failed to answer any of the comprehension

checks reasonably (“Please describe your task in this study.”, “Please write down one of the prop-

erties you were asked to drag into the boxes.”) were excluded from the analysis. At the end of
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the experiment, participants were asked to complete an optional demographics questionnaire about

their age and gender in free-form response boxes.

Participants

We recruited 1850 participants from Prolific (about 600 participants each scene and 150 in each

timing condition). All participants were U.S.-based desktop users, and had a 95%+ approval rate

and 100+ prior submissions. The mean completion time was 6.81 minutes, median was 5.53

minutes. Participants were reimbursed for $1 upon completion (about $10.37/hour). For those

who responded to the demographics questionnaire, participants’ mean age was 41.5, median age

was 39; 947 participants identified as “female” or “woman”, 866 as “male” or “man”, and 32 gave

a different response. After applying the exclusion criteria, data from 1,020 participants remained

for analysis.

Results

Looking at the percentage of participants who answered “Yes, it was part of my mental imagery”,

Surface properties showed an overall low level of commitment (Figure 7 top), however, the effect

of time was minor. Generalized linear model showed a strong main effect of the Surface category

(p < 0.01) corresponding to lower probability of commitment, and only a minor interaction effect

between Surface category and timing conditions (250ms baseline, 500ms p = 0.0873, 1000ms

p = 0.0207, 2000ms p = 0.0442). This may be due to a runaway process for imagination that

is difficult to stop. That is, our interruption cues (audio and visual blocking) may be processed

bottom-up, whereas imagination may be top-down and thus occupy different cognitive resources.

Additionally, participants had to read instructions and consider 9 different properties during the

reporting phase, which may lead to memory degradation, continued or reconstructed imagery.

Experimental refinements, however, did not produce any clear timing effects (see Supplementary

Information). This suggests methodological challenges in halting the ongoing construction process

and the noise level in online experiments for time-sensitive designs, as we will discuss in more

depth in Discussion.

People consistently committed less to features in the Surface category compared to the Spa-
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Figure 7: Experiment 3, Results: Participants reported whether or not a property was part of
their mental image (top), and if so, they ranked the properties by how early they showed up in
imagination (bottom). Properties such as entity type and spatial location are more likely to appear
and occur earlier in the construction sequence than surface properties like color or material.

tial/Physical category and the Identity category (Figure 8). Tukey’s multiple comparison showed

p < 0.01 after adjustments for every pairwise comparison among the three categories. For the

exploratory category Person/Table/Floor (i.e. non-essential entity existence), the level of non-

commitment was similar to the Surface category in 2 of the 3 scenes (Tukey’s adjusted p = 0.7912

in scene “Push”, and p = 0.8612 in scene “Pull”), and in scene “Drop”, the Person/Table/Floor

category showed even lower commitment than the Surface category (p < 0.01). Generalized

regression model showed a significant main effect of the Person/Table/Floor category on non-

commitment compared to the Identity and Spatial/Physical categories (p < 0.01). There was no

interaction effect between the table/floor entity and the timing conditions, but a significant inter-

action between person entity and longer times (1000ms p = 0.0238, 2000ms p = 0.0097) for
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Figure 8: Experiment 3, Results: Commitment of properties aggregated for each category.

having greater non-commitment. This suggests that the non-essential entities are not established in

the first iteration of the scene construction process, and might be similarly optional as the Surface

properties.

For the properties that people committed to, we further calculated the average ranking partici-

pants assigned (Figure 7 bottom) and performed ordinal regression to compare among categories.

We observed an emerging hierarchical pattern of the properties: Identity properties were ranked as

appearing first, followed by Spatial/Physical properties (p < 0.01), with Surface details appearing

last (p < 0.01). Interestingly, for those participants who reported imagining a non-essential entity

such as person, table or floor, the ranking they gave for the entity was similar to the rank for the

Spatial/Physical properties, though it still occurred later than the Identity properties of the main

objects (p = 0.026 for person entity, p < 0.01 for the table/floor entity). This could mean that

most participants did not create non-essential entities at all, but for those who did, they committed

to these entities very early on. Future work can test the emergence of these non-essential enti-

ties in more detailed ways. In general, the overall pattern of progression we observed supports

the hypothesis that mental images develop incrementally, emphasizing identity of core objects and

spatial-physical skeleton before finer-grained surface attributes.
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Discussion

When we imagine something, it can seem as though a curtain was lifted over a richly decorated

scene. But past research (Bigelow et al., 2023) shows the stage of our imagined world might

actually be quite sparse. Is this sparseness the result of a sharp decay of the mental image, like a

light shining but briefly over a fully furnished stage, that is then lost to memory? Or is the stage

bare because no one filled it to begin with?

Our experiments compared imagination to brief visual perception, and also probed the order

in which different properties emerge during imagination. Across experiments, people reported

the high-level structure of imagined scenes (e.g., what core entities are present, how they relate

physically, and where they are) while consistently showing less commitment to surface features

(e.g., color, texture, precise shape). The probability of non-commitment in the imagination did

not correlate with memory degradation for perceptual scenes. This suggests that non-commitment

reflects a top-down, hierarchical scene construction process: The mind first establishes an abstract

scaffold of entities and spatial relations, and only later, if at all, fills in fine-grained surface details.

The fact that people showed more non-commitment to surface details, and that this non-

commitment did not pattern with perceptual degradation, can be explained by a resource-rational

(Griffiths et al., 2015), probabilistic (Chater et al., 2006; Chater and Oaksford, 2008; Griffiths et al.,

2010; Bonawitz et al., 2014), and generative modeling framework for mental scene construction

(Clark, 2013; Hassabis and Maguire, 2009; Hassabis et al., 2014; Schacter et al., 2007). On this

view, mental imagery operates over a probabilistic and structured internal representation, akin to

a scene graph or hierarchical generative model, rather than a fully rendered picture. The top of

the hierarchy specifies broad elements and relations (e.g., a person standing next to a table), while

lower-level nodes encode finer attributes (e.g., the table’s color, the person’s facial expression).

Participants can leave selected nodes undefined or represented as distributions over possible val-

ues, until constraints or questions require resolution (i.e., the sampling of a specific value for the

variable). Regardless of the specific framework one adheres to regarding the imagination, leaving

properties of mental images unspecified makes sense from a computational perspective, as it of-

fers both speed and flexibility (Petrov and Du, 2024; Breedlove et al., 2020; Sundh et al., 2023),

and has parallels to “lazy evaluation” in computer science (Henderson and Morris Jr, 1976) that

20



operates in similar ways for similar reasons.

The proposed scene-construction hierarchy in which spatial/physical layouts and relations are

prioritized over deferred surface properties also aligns with how current engineered systems cre-

ate simulations of the environment. Nearly all of the computer programs that power video games

and animations separate “simulation/physics” (tracking objects, positions and physics) from “ren-

dering/graphics” (textures, colors, lighting) for computational efficiency. These “game engine”

programs can simulate a ball rolling across a table and predict how it will drop off the edge or

explain where the person is relative to the ball, without picturing the shading or texture or color

of the scene, or indeed how the scene “looks” from a certain perspective. The overall separation

between “simulation/physics” and “rendering/graphics” in mental simulation is an ongoing topic

of current research (Ullman et al., 2017; Balaban and Ullman, 2025b). Within this overall frame-

work of mental simulation, non-commitment joins other forms of principled approximations in

simulation that speed up or save computational resources, including partial simulation (Bass et al.,

2021), coarse object representation (Li et al., 2023b), finite simulation budgets (Wang and Ullman,

2025), and a dynamic trade-off between more cumbersome simulation and abstractions or rules

(Sosa et al., 2025; Smith et al., 2023).

Converging neuroscience evidence supports a top-down hippocampal-cortical hierarchy for

scene construction, with abstract layout and relations for “simulation” assembled first, and fine sen-

sory “rendering” recruited only as needed. Mental scene construction recruits overlapping brain

regions for episodic memory, such as the (anterior) hippocampus, retrosplenial cortex, and the

frontoparietal network, which coordinate the instantiation of spatial layouts and entities (Hassabis

and Maguire, 2007; Hassabis et al., 2007; Buckner and Carroll, 2007; Addis et al., 2007; Klein

et al., 2002; Angeli et al., 2025; Zeidman and Maguire, 2016; Zeidman et al., 2015; Milton et al.,

2021; Liu et al., 2023), upon the ventromedial prefrontal cortex seeding schematic/goal signals

(e.g., McCormick et al., 2018; Barry et al., 2019; Monk et al., 2021). High-level temporal visual

cortex (e.g., left fusiform gyrus, parahippocampal gyrus) carries abstract visual semantics and is

driven by top-down inputs during imagery (Spagna et al., 2021; Hajhajate et al., 2022; Liu et al.,

2023; Thorudottir et al., 2020; Carricarte et al., 2024; Boccia et al., 2021; Pearson et al., 2015).

Although some imagery content is decodable in visual cortex (e.g., Pearson and Kosslyn, 2015;

Albers et al., 2013; Stokes et al., 2009; Harrison and Tong, 2009; Vetter et al., 2014; Lee et al.,
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2012), compared with perception, these imagery representations are more compressed, emphasiz-

ing overall spatial and broad categorical information (Roy et al., 2025), and showing biases toward

lower spatial frequencies and dilated receptive fields (Breedlove et al., 2020). Importantly, early

visual cortex engagement is not obligatory (Kosslyn and Thompson, 2003; Dijkstra, 2024), even

in visual imagery (Bartolomeo, 2002; Bartolomeo et al., 2020, 1998; Spagna et al., 2021). This

separation between simulation and rendering aligns with our behavioral observations: gist and lay-

out are committed to early, but low-level details are often omitted. Additionally, because imaged

scenes must be maintained and manipulated, they occupy visual working memory, which likewise

shows a hierarchical and probabilistic structure (Utochkin and Brady, 2020; Brady et al., 2011;

Brady and Tenenbaum, 2013), blending summary/ensemble with item-specific details of unequal

fidelity. The aforementioned neuroscience findings offer insights into a top-down cascade loop for

scene construction: high-level cortical areas in the frontoparietal network initiate the construction

(e.g., “a room with a table” at the gist-level), the hippocampus integrates selected elements and

their visual semantics in the temporal network into coherence (e.g., the spatial layout of the room,

the presence of objects), and only then may finer perceptual details potentially be filled in by early

visual cortex to the degree that the context requires. This process may involve multiple cycles of

probabilistic iterations, in which the generative program first instantiates an initial scene hierarchy

for efficiency and global coherence, later coupled with detail elaboration and consistency checking.

There are at least two caveats to our methodologies. First, there is heterogeneity along multiple

dimensions in imagery, and the stimuli in Experiments 1–2 may not match every individual’s id-

iosyncratic imagery. We tried to account for this by aggregating across participants, validating our

stimuli independently, and by using simplified but varied displays that avoid unnecessary distrac-

tions or ambiguities. But it remains possible that there were systematic idiosyncratic differences

left unaccounted for. Beyond this, during imagination, participants were given as much time as

needed. Under a full imagery hypothesis, unlimited imagination time should yield more detailed

commitments than a brief glance; instead, we observed the opposite – different commitment pat-

terns between imagination and imagery, and lower commitment to surface details in imagination.

The second caveat concerns the null effects of timed interruptions in Experiment 3. Partici-

pants’ scene construction seemed either essentially complete within the time-frames considered,

or not at all affected by the interruption timing. This result itself is informative about the dynamics
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of scene building. One possible reason is the remarkable speed with which a coarse scene scaffold

can be set up: perception can deliver global-property and basic-level category information within

100ms (Greene and Oliva, 2009), and conceptual information at even briefer exposures (Potter

et al., 2014). Neuroimaging finds high-level imagery signals in the brain emerge early within a

few hundred milliseconds (Dijkstra et al., 2018; Maier et al., 2020). By analogy, imagination may

establish the broad spatial framework on which details are later hung within a short time period.

In our case, if a coarse scaffold is in place by 250 ms, our interruptions would be too late to catch

incomplete scenes. Another (non mutually exclusive) possibility is on-demand completion. We

asked participants to project their mental image onto the rectangular box (Azañón et al., 2025)

before they were interrupted. After being interrupted, they can post-hoc “finish” the image upon

realizing they needed to report it, masking an earlier incompleteness of the image. The very act of

querying a detail can trigger its generation. This is a common issue for behavioral paradigms. Dis-

entangling these possibilities will require measures other than subjective report, such as binocular

rivalry paradigm (Pearson, 2014; Pearson et al., 2008), pupil dilation (Laeng and Sulutvedt, 2014;

Kay et al., 2022), priming and interference paradigm (Nanay, 2021; Wong et al., 2024; Purkart

et al., 2025), time-resolved MEG (Dijkstra et al., 2018), or EEG (Maier et al., 2020).

Looking ahead, we think it would be valuable to explore how individual differences in vivid-

ness relates to our simulation-vs-rendering account of scene construction, though we note that the

vividness construct (often measured using self-report, such as the VVIQ Marks (1973)) has been

criticized as theoretically under-specified (Kind, 2017). Prior work shows that non-commitment

correlates little with vividness – high-vividness imagers can still leave basic visual features un-

specified, and low-vividness imagers can still know structural layouts of the scene (Bigelow et al.,

2023). In our framework, vividness may relate to the rendering stage sensory strength, rather than

the informational content of the underlying simulation. We predict that structural commitments

(spatial layout, physical relations, identity at coarse level) persist even at low vividness, whereas

sensory rendering markers scale with vividness, and may lead to stronger effects in binocular ri-

valry tests (Pearson et al., 2008; Keogh and Pearson, 2018) and greater pupillary responses (Laeng

and Sulutvedt, 2014; Kay et al., 2022). Neuroscience and behavioral evidence of aphantasia aligns

with our view that aphantasia reflects under-engagement of the rendering pipeline that sits on top of

an intact simulation scaffold (Balaban and Ullman, 2025b): imagery attempts show atypical early
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visual responses (Meng et al., 2023) and reduced frontoparietal-fusiform functional connectivity

(Liu et al., 2025; Milton et al., 2021), yet mental rotation reasoning (Kay et al., 2024), spatial im-

agery (Keogh and Pearson, 2018; Zeman et al., 2020), standard memory (Milton et al., 2021), and

spatial features in involuntary dreams (Zeman et al., 2020) are often preserved. Although aphanta-

sia and hyperphantasia may reflect opposite extremes of the engagement of rendering pipeline, their

resource-rational non-commitment remains adaptive in both. Future empirical work that orthogo-

nalizes vividness and task demands – separating questions about structure from surface details and

pairing them with physiological and neural readouts – can help uncover this potential mechanistic

dissociation.

An additional exciting direction to explore includes the similarities and differences between

the hierarchical, partially-defined scene representations of the human imagination, and how cur-

rent generative AI models produce images or dynamic scenes. State-of-the-art vision generative

systems ultimately create fully-rendered pixel images; they do not inherently leave parts of an im-

age unspecified or undefined. Autoregressive models such as the original DALL-E (Ramesh et al.,

2021) and diffusion models (Sohl-Dickstein et al., 2015; Ho et al., 2020; Song et al., 2020; Dhari-

wal and Nichol, 2021) likewise commit to a concrete pixel array by the end of sampling, which is

not in line with non-commitment. Furthermore, while diffusion models create images through iter-

ative refinement from noise to concrete, this process is not guided by an over-arching object-level

scene representation. To “keep the layout but swap one object,” current methods usually require

extra conditioning (bounding boxes, edges/poses, depths, masks) rather than manipulating nodes

in the hierarchical structure (e.g., Li et al., 2023a; Zhang et al., 2023; Avrahami et al., 2023). That

said, current generative models improve when they separate high-level structure from fine detail.

For example, latent diffusion (Rombach et al., 2022) first operates in a compressed latent space

that preserves semantics (e.g., composition of objects and relations in the scene) before decoding

into pixels; emerging hybrid and object-centric approaches introduce slot-based and compositional

scene representations that better capture scene structures (Locatello et al., 2020; Niemeyer and

Geiger, 2021; Liu et al., 2022; Huang et al., 2023). Linking these approaches to non-commitment

in humans could sharpen what internal structure is required for human-like flexible and efficient

imagination.

Our results suggest that mental imagery is not a fleeting, fading snapshot, but a fast and frugal
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program, that is ready to refine on demand. We related our findings to a general framework in

which imagery is resource-rational, probabilistic, and hierarchical, with depictive content embed-

ded in a simulation scaffold that need not be fully specified at every level, or rendered at all.
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